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Abstract:

Emotion, as the core of human subjective experience,
exerts a profound impact on mental health and social
interactions. With the development of computer vision
technology, image-based emotion analysis has become
a critical research direction, finding wide application in
driving safety, advertising marketing, healthcare, and other
fields. However, the diversity and complexity of emotional
expressions, along with environmental interference
and challenges in multimodal fusion, still hinder the
improvement of its accuracy and robustness. This paper
provides a comprehensive review and analysis of image-
based emotion analysis methods and their practical
applications. First, it briefly introduces the research
background and application value of this field, highlighting
its key roles in scenarios such as driver/passenger emotion
monitoring in autonomous driving and consumer emotion
recognition in advertising. Subsequently, four categories of
core technical methods are elaborated in detail. This paper
also conducts a systematic comparison of the four method
categories in terms of their core technical frameworks,
key innovations, performance (efficiency and robustness),
applicable scenarios, and limitations. Finally, it summarizes
three major current challenges: the diversity of emotional
expressions, data annotation issues, and multimodal fusion
difficulties. Corresponding future directions are proposed,
including enhancing model robustness and generalization,
optimizing data and efficient models, and advancing
adaptive multimodal fusion technologies, aiming to provide
comprehensive technical references for the development
and application of this field.
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1. Introduction

Emotion, as the core of human feelings, is expressed in
diverse and complex ways, influencing mental health and
social interactions significantly. With the development of
computer vision, image-based emotion analysis has be-
come a critical research direction with wide application
value.

In driving safety and autonomous vehicles, image-based
emotion analysis plays an important role: it can not only
assess drivers’ emotional states to prevent hazards but also
shift focus to passengers with the popularization of au-
tonomous vehicles—for example, adjusting driving styles
based on passengers’ well-being, preventing safety risks
caused by passengers’ emotional abnormalities, and opti-
mizing route planning using passengers’ emotional data.
However, this application also faces challenges such as
clarifying emotion triggers, achieving passenger diariza-
tion in multi-person scenarios, and solving audio-visual
occlusion issues [1].

In advertising marketing, images are key to ads evoking
consumer emotions, and a single ad image often conveys
multiple emotions. Accurately identifying these emotions
helps improve ad efficiency (currently, only less than 50%
of ads attract consumers’ attention). Existing research uses
graph convolutional neural networks combined with emo-
tion label semantic relations to optimize emotion predic-
tion for ad images, achieving 14% higher mean average
precision and 4% higher overall F1 score than traditional
models, supporting large-scale accurate ad delivery [2].
However, the diversity and complexity of emotional ex-
pressions (e.g., in-vehicle environmental interference for
autonomous driving, skewed emotion label distribution
in advertising) still pose major challenges to image-based
emotion analysis, which needs further research to address.
Recent breakthroughs in deep learning have injected sig-
nificant momentum into image-based emotion recognition,
driving advancements across multiple technical fronts. In
the integration of physiological signals and visual analy-
sis, facial thermography approaches have achieved robust
modeling of dynamic emotional arousal through Statistical
Parametric Mapping (SPM) and Hemodynamic Response
Function (HRF) applications, overcoming limitations of
traditional local region analysis while ensuring non-con-
tact privacy protection [3]. Sato et al. demonstrated that
skin temperature variations in specific facial regions cor-
relate strongly with emotional states, providing a physi-
ological foundation for thermal imaging-based emotion
detection [4].

In multimodal fusion research, Cheng et al. introduced
Emotion-LLaMA, which integrates audio (HuBERT),
visual (MAE), and textual features through emotion-spe-

cific encoders. By constructing the fine-grained annotated
MERR dataset (28,618 coarse-grained and 4,487 fine-
grained samples) and employing instruction tuning, their
model achieved superior zero-shot generalization with a
0.9036 F1 score on the MER 2023-Semi challenge [5].
Lightweight model development has seen notable progress
through architecture optimization, with models like Emo-
tionNet-X compressing parameters to 19.9M while main-
taining 99.86% accuracy on the CK+ dataset, enabling
efficient edge deployment with 18ms inference time [6].
Multitask learning frameworks, such as UFEN+MTEFEN,
leverage Bi-GRU and multi-scale CNNs with cross-at-
tention mechanisms to facilitate cross-modal interactions,
enhancing robustness in complex environments with po-
tential modality missing [7]. These advancements collec-
tively expand the precision, efficiency, and applicability of
image-based emotion recognition systems.

The aim of this paper is to provide a comprehensive re-
view of image-based emotion analysis methods and their
applications. The structure of this paper is as follows:
The second section will provide a detailed introduction to
the research background and development trajectory of
image-based emotion analysis methods; The third section
will thoroughly analyze the strengths and weaknesses of
existing approaches and discuss the challenges currently
faced by research; The fourth part will explore the appli-
cation prospects of image-based emotion analysis tech-
nology across various fields; Finally, the fifth section will
summarize the entire paper and propose future research
directions.

2. Methods

This chapter outlines core methods for image-based
emotion analysis, focusing on single-modal precise mod-
eling, Vision Transformer (ViT) feature enhancement,
multi-modal deep fusion, and vision-language large model
reasoning.

2.1 Single-Modal Image Analysis Methods

Single-modal methods lay the foundation for image-based
emotion analysis, focusing on extracting emotional cues
from a single data type while balancing accuracy, efficien-
¢y, and scenario adaptability.

2.1.1 Pixel-Level Facial Thermal Image Analysis

Facial thermal imaging technology stands out for its
non-contact, privacy-preserving advantages—critical for
sensitive scenarios like medical care or elderly monitor-
ing. Budu et al. proposed a pixel-level analysis framework
to address the limitation of traditional region-of-interest
(ROI) methods (which only focus on the nose tip, ignor-



ing global thermal patterns) [3]. The workflow includes
three core steps:

(1) Data acquisition and preprocessing: A 640x480 res-
olution thermal camera captures facial temperature distri-
bution, and custom software tracks glabella landmarks to
eliminate motion artifacts caused by head movements;

(2) Spatial alignment via UV mapping: 2D thermal imag-
es are projected onto a 3D facial template using Blender,
correcting perspective distortion from different shooting
angles;

(3) Statistical parametric analysis: Statistical Parametric
Mapping (SPM) is used for pixel-wise correlation be-
tween thermal signals and dynamic arousal ratings, while
the hemodynamic response function (HRF) models the
3-10 second delay of blood flow changes [8], ensuring
temporal synchronization between emotional stimulation
and thermal response.

Experiments involved 21 participants (11 females, mean
age 22.3 years) watching five emotion-evoking films (an-
ger, sadness, neutral, contentment, amusement). Results
showed significant negative correlations between nose tip/
forehead temperature and arousal (Z=3.0-3.7), with high
accuracy for basic emotions in a 23.5-24.5°C controlled
environment [3].

2.1.2 Lightweight CNN Optimization

Convolutional Neural Networks (CNNs) excel at RGB
image-based emotion recognition, but traditional models
(e.g., VGG19 with 138M parameters) are too bulky for
edge devices. Abbas et al. developed EmotionNet-X, a
lightweight CNN optimized for emotion analysis, with
three key designs:

(1) Streamlined feature extraction: 4 convolutional layers
(Conv2D, filters: 64—64—128—256) capture multi-scale
features (e.g., facial edge textures, facial contours), with
7 Dropout layers and 1 batch normalization layer to sup-
press overfitting and improve training stability;

(2) Parameter compression: Through streamlined model
structure design (optimizing convolutional and fully con-
nected layers), parameters are reduced to 19.9M (approxi-
mately 14.4% of VGG19);

(3) Efficient training: Adam optimizer (learning
rate=1e-3) and categorical cross-entropy loss are used,
with batch size 64 and 100 epochs for training.

On the CK+ dataset, EmotionNet-X achieved 99.86% ac-
curacy—surpassing lightweight models like MobileNetV2
and outperforming ResNet50V2 in parameter efficiency—
with around 18ms inference time (about 8.3x faster than
VGG19). It also showed certain generalization ability on
the FER2013 dataset (specific accuracy not provided in
the original paper), making it suitable for edge devices
like smart watches (real-time emotion monitoring) and
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smart access control (emotion-based access authorization)

[6].
2.2 Improved Vision Transformer (ViT) Models

ViT excels at global feature modeling but lacks in-
ner-patch information interaction and has limited feature
scale diversity, leading to suboptimal performance in
dense prediction tasks (e.g., object detection, semantic
segmentation). The following methods integrate CNN’s
inductive bias (local feature extraction, multi-scale repre-
sentation) to address this limitation.

2.2.1 Convolutional Multi-Scale Feature Interaction

Xia et al. proposed ViT-CoMer, a hybrid architecture
fusing CNN multi-scale spatial features and Transformer
global attention, tailored for dense prediction tasks. Its
core innovations include:

(1) Multi-Receptive Field Feature Pyramid (MRFP):
Composed of linear projection layers and depthwise
separable convolutions with multi-scale receptive fields
(e.g., 3x3, 5x5), it captures spatial features across dif-
ferent scales—supplementing ViT’s lack of local detail
extraction by expanding the range of spatial information
captured,

(2) CNN-Transformer Bidirectional Fusion Interaction
(CTI) Module: A bidirectional feature fusion mechanism
that unifies CNN and Transformer features via multi-scale
deformable self-attention. This module aligns multi-res-
olution features (e.g., CNN’s 1/8, 1/16, 1/32 resolution
features with ViT’s 1/16 resolution features) and enhances
the synergy between local spatial cues and global context,
addressing ViT’s non-hierarchical feature limitation [9].
On benchmark datasets for dense prediction: On COCO
val2017 (object detection/instance segmentation),
ViT-CoMer-L (with DINOV2 pre-training) achieves 64.3%
AP (bounding box) under the Co-DETR framework, out-
performing state-of-the-art ViT-Adapter-L by 1.7% AP
without extra training data; on ADE20K val (semantic
segmentation), it reaches 62.1% mloU (with Mask2Form-
er), comparable to vision-specific backbones like Swin-L.
These performances make it suitable for scenarios such
as autonomous driving (real-time object detection) and
remote sensing (large-scale scene segmentation) [9].

2.2.2 Inductive Bias Fusion for ViT via Hybrid Archi-
tectures

Haruna et al. (2025) reviewed hybrid CNN-ViT archi-
tectures that incorporate CNN’s inductive bias into ViT,
focusing on two representative design strategies for en-
hancing local feature modeling:

(1) Hierarchical Inductive Bias Injection: Architectures
like VITAE and CvT integrate convolutional blocks into
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Transformer layers. For example, ViTAE adds spatial pyr-
amid reduction modules and convolution blocks to ViT,
extracting local multi-scale features (e.g., edge, texture)
while retaining global attention; CvT replaces ViT’s posi-
tional encoding with convolutional implicit spatial infor-
mation, improving parameter efficiency for local feature
learning;

(2) Efficient Feature Fusion with Inductive Bias: Light-
weight hybrid designs (e.g., LeViT, Efficient Former) use
CNN’s convolutional stems to reduce spatial dimensions
early, lowering Transformer’s computational cost (e.g.,
LeViT uses CNN stages to shrink feature maps before
Transformer processing, cutting FLOPs by ~40% vs.
vanilla ViT). These architectures often combine self-su-
pervised pre-training (e.g., masked image modeling) to
optimize generalization [10].

Practically, such hybrid architectures balance performance
and efficiency: For instance, CvT-W24 achieves 87.7%
top-1 accuracy on ImageNet-1k with fewer parameters
than deep CNNs like ResNet-152; ViTAE-S outperforms
T2T-ViT-14 by 1.5% top-1 accuracy on ImageNet while
maintaining moderate computational cost. Their versatili-
ty makes them applicable to medical image analysis (e.g.,
organ segmentation) and industrial quality inspection (e.g.,
defect detection in manufacturing) [10].

2.3 Multi-Modal Fusion Models

Human emotions are inherently multi-modal (e.g., facial
expressions + vocal tones + text). Multi-modal fusion
methods integrate multi-source information to improve
robustness.

2.3.1 Instruction-Tuned Cross-Modal Alignment

Cheng et al. developed Emotion-LLaMA, a multi-modal
large language model optimized for emotion recognition,
with three core designs:

(1) MERR dataset construction: 28,618 coarse-grained
(basic emotions) and 4,487 fine-grained samples, with an-
notations covering audio (HuBERT as the audio encoder
to extract vocal tone features), visual (MAE as the local
encoder to extract static facial expression features), and
text (LLaMA-3 refines semantic cues by aggregating uni-
modal descriptions);

(2) Cross-modal alignment: Cross-modal alignment: A
trainable linear layer maps audio/visual features (4096D)
to LLaMA’s text embedding space (4096D), forming uni-
fied multi-modal tokens;

(3) Emotion-specific instruction tuning: Two core tasks
(classification: “predict emotion labels from multi-modal
inputs”; reasoning: “explain emotion-related cues across
modalities”) guide the model to handle cross-modal in-
consistency (e.g., smiling face + angry tone) [5].

On the MER2023-Semi challenge, Emotion-LLaMA
achieved an F1 score of 0.9036. In education, it can an-
alyze students’ classroom videos (visual: yawns; audio:
low voice; text: “I get it”) to identify hidden boredom; in
customer service, it recognizes user frustration from “po-
lite text + sharp tone” to adjust service strategies.

2.3.2 Hierarchical Fusion with Multi-Task Learning

Cai et al. proposed a framework combining Unimodal
Feature Extraction Network (UFEN) and Multi-Task Fu-
sion Network (MTFN):

(1) UFEN: For images, 2 CNN layers + Bi-GRU capture
spatial-temporal features (e.g., smile duration); for audio,
1D CNN extracts 22050Hz acoustic features (MFCC, log
F0); for text, Chinese-BERT extracts semantic features
(dropout rate=0.1);

(2) MTFN: Low-level cross-modal attention (4 heads)
integrates image-audio features (e.g., increasing audio
weight in noisy environments); middle-level Transformer
encoder-decoder reconstructs fused features; high-lev-
el concatenation for classification, with multi-task loss
(single-modal emotion classification loss + multi-modal
fusion loss + encoder-decoder feature reconstruction loss)
optimizing parameters [7].

On the CMU-MOSI dataset, this framework achieved an
MAE of 0.728 (lower than TFN); on the Chinese SIMS
dataset, its 5-class accuracy reached 45.20% (higher than
Graph-MFN). It shows strong robustness to modal im-
balance—e.g., when partial visual features are missing,
audio-text fusion still maintains stable performance.

2.4 Vision-Language Large Model Reasoning

Nadeem et al. proposed a comparative framework of
vision-enabled large language models (LLMs) and fine-
tuned deep learning models (DLMs) for image-based
emotion recognition, with three key components:

(1) Visual feature extraction: DLMs (CNNi, CNNz, Res-
Net50, VGG16) use convolutional/residual structures (e.g.,
CNN: with 10 convolutional layers), while vision-LLMs
(LLaVa, GPT-4) integrate visual-language capabilities
(LLaVa combines CLIP’s visual encoding and Vicuna’s
language processing);

(2) Cross-model evaluation alignment: A unified 560-im-
age FER2013 test set (80 per emotion class, grayscale)
ensures fair performance comparison;

(3) Interpretable reasoning: GPT-4 automatically explains
emotion classification (e.g., ,,Happy*/“Sad" reasoning),
while LLaV6a needs prompting for details, improving de-
cision transparency.

On the FER2013 dataset, fine-tuned CNN: achieved the
highest accuracy (62%), followed by GPT-4 (55.81%);
LLaVa outperformed CNN, (48.21%) and VGG16



(31.01%), with consistent precision/recall/F1 trends. Lim-
itations: Vision-LLMs lagged behind fine-tuned DLMs
(e.g., GPT-4 < CNN2); the small grayscale test set limits
generalization; VGG16 (31.01% accuracy) is unstable for
complex emotions. It suits small-dataset scenarios (e.g.,
scarce labeled emotion data) or no-additional-training
tasks (e.g., rapid image-based emotion prototyping) [11].

3. Comparison and Discussion

3.1 Strenths and Limitations of Different Mod-
els

3.1.1 Pixel-Based Facial Thermal Imaging for Emotion
Analysis

In terms of the core technical framework, this method
follows a data flow of ,,thermal imaging data collection —
facial landmark tracking via custom software — mapping
of 2D thermal images to 3D facial models — pixel-level
analysis using Statistical Parametric Mapping (SPM) —
dynamic correction with Hemodynamic Response Func-
tion (HRF)“. Its key technologies include SPM, Random
Field Theory (RFT), and HRF, while inter-frame feature
alignment is achieved through 3D facial models. The key
innovations lie in replacing traditional Region of Interest
(ROI) analysis with pixel-level full-face analysis to avoid
the loss of facial edge information; using SPM + RFT to
correct false positives caused by multiple comparisons,
ensuring the statistical robustness of results; and integrat-
ing HRF to simulate the hemodynamic delay induced by
emotional stimuli, thereby improving the accuracy of dy-
namic emotion capture.

In terms of performance and efficiency, this method has
no fixed model parameters and relies on SPM statistical
analysis. The inference time per frame is approximately
500ms (including 3D modeling and statistical correction),
and the training cost is low—no large-scale model training
is required, only data preprocessing. In terms of robust-
ness, it has moderate anti-noise ability, is susceptible to
ambient temperature, and requires a constant temperature
environment of 23.5-24.5°C; its anti-occlusion ability is
weak, as head movements or electrode occlusion can lead
to the loss of thermal signals; and its environmental adapt-
ability is weak, being only suitable for indoor controlled
environments.

Applicable scenarios focus on medical diagnosis (emo-
tional assessment for patients with autism spectrum dis-
order and Parkinson‘s disease) and the marketing field
(research on consumers® emotional responses). The main
limitations are strong dependence on equipment—spe-
cialized infrared thermal imaging cameras are required,
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resulting in high costs; high environmental sensitivity, as
temperature and humidity can affect data accuracy; and
semi-automated preprocessing, which requires manual
alignment of 3D facial models.

3.1.2 Emotion-LLaMA (Multimodal Large Language
Model for Emotion Recognition and Reasoning)

The data flow of its core technical framework is ,,con-
struction of the MERR dataset (28,618 coarse-grained
samples + 4,487 fine-grained samples) — multimodal fea-
ture extraction (HuBERT for audio processing, MAE/Vid-
eoMAE/EVA for visual processing, and LLaMA for text
processing) — alignment of features into a unified space
— instruction tuning®. Key technologies include linear
projection alignment of multimodal features, instruction
tuning of the LLaMA model, and generalization enhance-
ment through coarse-to-fine annotation.

The key innovations are integrating audio-visual-text mul-
timodal emotional cues to cover both micro-expressions
and contextual information; performing instruction tun-
ing based on the MERR dataset to significantly improve
the accuracy of emotion recognition and reasoning; and
adopting a linear projection mechanism to align multi-
modal features with text tokens, enhancing cross-modal
synergy.

In terms of performance and efficiency, the model param-
eters consist of 7B (LLaMA2-chat base model) + 34M
trainable parameters (LoRA). The inference time per sam-
ple for multimodal input is approximately 200ms, and the
training cost is high—it requires training 300,000 steps
on 4xA100 GPUs, taking about 20 hours. In terms of ro-
bustness, it has strong anti-noise ability; relying on multi-
modal complementarity, noise in a single modality can be
compensated by other modalities, achieving an F1 score
of 0.8452 on the MER2024-NOISE dataset; its anti-occlu-
sion ability is moderate—visual occlusion can be supple-
mented by audio/text, but it becomes ineffective in cases
of severe occlusion; and its environmental adaptability is
moderate, being suitable for both indoor and outdoor sce-
narios, though extreme lighting can affect the quality of
visual features.

Applicable scenarios include human-computer interac-
tion (emotional dialogue robots), educational tutoring
(real-time analysis of students‘ emotional states), and
mental health counseling (dynamic monitoring of visitors
emotions). The main limitations are the complex model
structure, which requires substantial computing resources
and makes deployment on edge devices difficult; high
dependence on text, as emotion reasoning accuracy de-
creases in the absence of text; and the need for improved
micro-expression recognition, as it is prone to confusion
with complex expressions.
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3.1.3 EmotionNet-X (Optimized CNN Architecture for
Robust Facial Emotion Analysis)

The data flow of its core technical framework is ,,image
preprocessing (resizing to 48x48x1 + normalization) —
feature extraction via 4 convolutional layers (with ReLU
activation) — regularization via 7 Dropout layers —
batch normalization — model training with the Adam
optimizer*. Key technologies include a lightweight CNN
structure, multi-layer Dropout for overfitting suppression,
batch normalization for training acceleration, and balanc-
ing parameter optimization and inference time.

The key innovations are reflected in its lightweight de-
sign, with only 19.9M parameters and an inference time
of 18ms per image, making it suitable for resource-con-
strained devices; the combination of 4 convolutional lay-
ers + 7 Dropout layers + batch normalization to enhance
robustness against noise and occlusion; and achieving
an accuracy of 99.86% on the CK+ dataset, which is sig-
nificantly better than that of pre-trained models such as
VGG19 and ResNet50V2.

In terms of performance and efficiency, the model has
19.9M parameters, an inference time of 18ms per image,
and low training cost—it requires training 500 epochs
on a Tesla K80 GPU, taking about 8 hours. In terms of
robustness, it has strong anti-noise ability; the combina-
tion of 7 Dropout layers and batch normalization enables
it to maintain 62% accuracy on noisy FER2013 data; its
anti-occlusion ability is moderate—it can recognize local
occlusion but becomes ineffective in cases of full-face oc-
clusion; and its environmental adaptability is moderate—
it is robust to lighting changes but experiences a decrease
in accuracy under extreme angles such as profile views.
Applicable scenarios include access control (emotion-as-
sisted identity verification), health status monitoring (re-
al-time early warning of abnormal facial emotions), and
embedded security systems (deployment on resource-con-
strained devices). The main limitations are poor adapt-
ability to non-facial images, as it only supports facial
emotion analysis; limited coverage of emotion categories,
with poor recognition performance for rare emotions (e.g.,
»contempt®); and dependence on fixed image size, being
only compatible with 48x48%1 input.

3.1.4 Multimodal Emotion Analysis Based on
Multi-Layer Feature Fusion and Multi-Task Learning

The data flow of its core technical framework is ,,feature
extraction via the Unimodal Feature Extraction Network
(UFEN) (multi-layer convolution + self-attention) —
cross-modal interaction via the Multi-Task Fusion Net-
work (MTFN) (multi-head attention + encoder-decoder)
— parameter optimization via multi-task learning®. Key
technologies include UFEN, MTFN, cross-modal multi-

head attention, and balancing cross-modal bias through
multi-task loss.

The key innovations are combining multi-layer convo-
lution and self-attention to extract fine-grained unimodal
features, reducing interference from redundant infor-
mation; using multi-head attention to achieve in-depth
cross-modal interaction, fully leveraging the complemen-
tary advantages of different modalities; and optimizing pa-
rameters through multi-task learning to improve stability
and accuracy in complex emotion analysis tasks.

In terms of performance and efficiency, the model has
approximately 50M parameters (including UFEN and
MTFN), an inference time of about 150ms per sample
for multimodal input, and moderate training cost—it
requires training 50 epochs on an RTX 3060Ti GPU, tak-
ing about 12 hours. In terms of robustness, it has strong
anti-noise ability; the combination of multi-task learning
and cross-modal interaction enables it to achieve a Mean
Absolute Error (MAE) of 0.728 on the MOSI dataset; its
anti-occlusion ability is moderate—missing parts of mo-
dalities can be compensated, but it becomes ineffective in
cases of complete multimodal missing; and its environ-
mental adaptability is moderate, being suitable for multi-
ple scenarios, though performance decreases when modal
synchronization is poor (e.g., audio-video asynchrony).
Applicable scenarios include public opinion analysis
(judgment of emotional tendencies in multimodal public
opinion), healthcare (multimodal emotional state assess-
ment for patients), and education (multimodal analysis
of students® learning emotions). The main limitations are
the complex training process, which requires multimodal
annotated data and long training time; high requirements
for modal synchronization, as temporal/spatial bias affects
fusion effectiveness; and poor interpretability, making it
difficult to trace the multi-task loss optimization process.

3.2 Current Challenges and Future Prospects of
Image-Based Emotion Analysis

3.2.1 Current Challenges

1. Emotion Expression Diversity & Environmental Inter-
ference: Human emotions vary by individual, culture, and
scenario (e.g., mixed emotions like ,,anxious joy*); re-
al-world factors (lighting, occlusion, head movement) fur-
ther disrupt feature extraction. For example, pixel-based
facial thermal imaging works in controlled environments
but fails under extreme temperatures or heavy movement,
while EmotionNet-X struggles with non-facial or occlud-
ed images.

2. Data & Annotation Issues: Datasets suffer from subjec-
tive annotation (inconsistent labels for the same image),
high fine-grained annotation costs (e.g., MERR’s 4,487



fine-grained samples require extensive labor), and severe
class imbalance (rare emotions like ,,disgust® are under-
represented), leading to biased models.

3. Multimodal Fusion Difficulty: Integrating heteroge-
neous image, audio, and text data is challenging—modal-
ities have distinct features (spatial for images, temporal
for audio) and may be asynchronous/incomplete. Methods
like multi-layer feature fusion need complex encoder-de-
coder structures to align modalities, increasing complexi-
ty.

3.2.2 Future Prospects

1. Enhance Model Robustness & Generalization: Develop
adaptive models that handle environmental interference
(e.g., dynamic feature adjustment for occlusion/lighting)
and generalize across populations (e.g., adapting to chil-
dren’s facial expressions) to bridge the gap between lab
datasets (e.g., CK+) and real-world use.

2. Optimize Data & Efficient Models: Explore semi-super-
vised/unsupervised learning to reduce annotation reliance;
design lightweight yet accurate models (balancing Emo-
tionNet-X’s speed and Emotion-LLaMA’s accuracy) for
real-time scenarios like intelligent driving.

3. Advance Multimodal Fusion: Focus on adaptive fu-
sion (prioritizing reliable modalities dynamically) and
cross-modal knowledge transfer (compensating for
missing modalities) to fully leverage complementary im-
age-audio-text information, improving analysis accuracy.

4. Conclusion

This paper comprehensively reviews key methods and ap-
plications of image-based emotion analysis, responding to
the research goal of systematically organizing the field’s
progress proposed in the introduction. It covers core tech-
nologies including single-modal methods (facial thermal
imaging with privacy protection, lightweight Emotion-
Net-X), improved ViT models (ViT-CoMer enhancing
local features), and multi-modal fusion approaches (Emo-
tion-LLaMA’s cross-modal alignment, UFEN+MTFN’s
multi-task optimization).

These methods have achieved breakthroughs in accuracy
(e.g., EmotionNet-X’s 99.86% accuracy on CK+), effi-
ciency (18ms inference time), and robustness (multi-modal
anti-noise), but still face challenges like emotional diver-
sity, data annotation issues, and multimodal fusion diffi-
culties.

Current methods are insufficient in adapting to extreme
environments; future research should enhance model gen-
eralization, explore semi-supervised data solutions, and
advance adaptive multimodal fusion technologies to pro-

Dean&Francis

YUXUAN SHI AND BEICHEN ZHANG

mote practical application.
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