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Abstract:

With the development of the Internet, more people are
beginning to share their feelings and thoughts online. At
the same time, the mental health issues of modern people
are becoming increasingly prominent, gradually becoming
a major source of suffering in people’s lives and affecting
the health and well-being of society. Mental illness is a
complex, multifactorial disease associated with individual
risk factors as well as various socioeconomic and clinical
correlations. Therefore, the scientific community has
developed a series of mental illness detection methods,
among which natural language processing (NLP) plays a
crucial role in mental illness detection. However, despite its
rapid development in mental illness detection, the current
detection methods still have some limitations. It cannot
judge the authenticity of online information. Meanwhile,
most detection models are only based on keyword analysis,
resulting in overly simplistic evaluation criteria and a
tendency to lead to some prejudgments. This paper mainly
discusses the current methods and limitations of NLP
models in mental illness detection, as well as possible
solutions, aiming to provide some clues and assistance for
future research.

Keywords: NLP; Mental illness; Prediction; Depression.

1. Introduction

development, urgently requiring interdisciplinary in-
tegrated response strategies.

As a category of complex health issues, mental ill-
nesses continue to highlight their depth and breadth
of impact on a global scale. They directly lead to a
decline in patients’ social adaptability, impairment of
quality of life, and often accompany a chain reaction
of physical health, forming a pathological cycle of
interaction between the body and the mind. The re-
search, prevention, and treatment of mental illnesses
are not only medical problems but have also become
core issues in the fields of public health and social

With the rapid development of the Internet, it has
evolved from the early stage of one-way information
dissemination to multi-directional interaction. The
continuous lowering of technical thresholds and the
increasing improvement of platform ecosystems have
greatly unleashed individuals’ willingness to express
themselves. Nowadays, people can conveniently
make public their views on social events, insights
into life experiences, and even thoughts on niche
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fields through diverse forms such as text, voice, and imag-
es.

In modern society, people generally endure high-intensity
and multi-source pressures. When exposed to a state of ac-
cumulated stress for a long time, an individual’s psycho-
logical regulation system gradually becomes imbalanced,
emotional stability declines, and the tolerance threshold
for negative stimuli decreases. This continuous psycho-
logical exhaustion weakens the mental defense line, sig-
nificantly increasing the risk of various mental illnesses.
Under the influence of long-term stress, it is more likely
to develop into persistent psychological disorders, causing
substantial damage to physical and mental health[1].

The development of Natural Language Processing (NLP)
has advanced progressively through iterations of techni-
cal paradigms. In its early stages, it centered on manual
rules, parsing language through preset grammatical logic,
which struggled to cope with the flexibility of language. It
then shifted to statistical methods, relying on large-scale
data to train probabilistic models, which made tasks like
machine translation practical. However, this approach
depended on manually designed features and could hardly
reach deep semantic levels. The introduction of neural
networks brought a breakthrough: word embedding tech-
nology converted vocabulary into computable vectors, re-
current neural networks handled sequence dependencies,
and the Transformer architecture, with its self-attention
mechanism, broke through the bottleneck in processing
long texts. The pre-training model was further upgraded,
adapting to specific tasks through fine-tuning, and models
such as BERT and GPT continuously refreshed perfor-
mance records. Nowadays, large models are driving NLP
toward general artificial intelligence, demonstrating lan-
guage understanding and generation capabilities close to
those of humans in complex scenarios.

The following sections will be presented in sequence. The
first subsection describes the previous detection methods
for major mental illnesses and their achieved effects; the
second subsection discusses some of the current challeng-
es and solutions; and finally, a prospect and summary are
provided.

2. Traditional Methods for Detecting
Mental Illnesses

Nowadays, as mental illnesses become increasingly se-
vere, various detection methods have emerged, evolving
from early traditional approaches to today’s intelligent
ones. Traditional diagnostic methods for mental illnesses,
such as scale assessments and in-person consultations
with doctors, have limitations including strong subjec-

tivity, high requirements for patient cooperation, and low
efficiency. However, with the popularization of the Inter-
net, massive amounts of text data related to mental health
have accumulated through channels like social media and
medical records. Against this backdrop, NLP technology,
with its powerful text analysis capabilities, has been wide-
ly applied in the field of mental illness detection. A large
number of NLP models continue to emerge, dedicated to
accurately mining clues of mental illnesses from texts to
assist in diagnosis and condition monitoring. The text will
mainly introduce five of the most common and effective
NLP models for detecting mental illnesses: BERT and its
variant models (as baseline methods), n-gram-based linear
networks, text convolutional neural networks (CNN), and
hierarchical attention networks (HAN)[2].

2.1 Detection of Mental Illnesses Based on
BERT

In the detection and rehabilitation assessment of severe
mental illnesses such as schizophrenia and major depres-
sive disorder, BERT has become a key technology due to
its strong ability to process unstructured texts. Traditional
assessments rely on manual interviews, which suffer from
issues such as single-source data and subjectivity. In con-
trast, through bidirectional contextual modeling, BERT
can parse doctors’ notes and patients’ follow-up texts,
capture implicit semantics like “low mood” and “refusal
to take medication,” and extract in-depth disease-related
features.

In practical applications, BERT is often combined with
structured data processing models such as TabNet to con-
struct detection systems through multimodal fusion. For
example, in the model proposed by Yang et al. (2024),
BERT processes text data and collaboratively completes
the detection of four indicators including referral risk and
medication adherence, with an accuracy rate exceeding
78% (medication adherence reaching 94.3%). Moreover,
it achieves decision interpretability through the attention
mechanism, facilitating clinical personalized treatment
and decision optimization [3].

This detection method prioritizes BERT variants adapted
to tweet scenarios, uniformly adopting a basic architec-
ture consisting of 12 Transformer blocks and 110 million
parameters. The core logic behind its selection primarily
centers on “semantic adaptability to tweets”. It focuses on
testing vinai/bertweet-base, while also incorporating bert-
base-cased/uncased and bert-base-multilingual-cased. Its
architectural design involves connecting a fully connected
layer in series at the output end of the BERT encoder,
forming a “pre-training - fine-tuning” closed loop. In the
pre-training phase, it relies on BERT’s existing semantic



capabilities; in the fine-tuning phase, labeled tweet data
is used to optimize the parameters of the fully connected
layer. The input text only needs to undergo character-lev-
el processing without manual feature extraction, thereby
lowering the technical threshold.

In terms of data processing, data collection and annotation
are carried out in two main phases. In the first phase, Twit-
ter tweets from April to August 2022 were collected, and
3,424 valid data entries were finally screened. These en-
tries cover 11 items across 5 dimensions of mental health
literacy (M/R/S/HA/HE), with each item corresponding
to 5 intensity scores ranging from -2 to 2 (to quantify the
degree of semantic association). It was ensured that each
intensity level of each item had at least 60 samples. Sub-
sequently, personnel with mental health backgrounds (such
as clinical psychology doctors and psychiatric nursing
doctors) conducted independent double annotations, and
the annotation consistency reached a Pearson correlation
coefficient of 0.8011, providing a reliable benchmark for
model evaluation.

The data was divided into training and test sets using a
stratified splitting method (4:1), meaning samples of each
intensity level for each item were allocated as “4 parts
for training and 1 part for testing.” This avoids data dis-
tribution bias caused by a high proportion of “irrelevant
samples (intensity 0)” and ensures fair model evaluation.
The core task of the experiment is to automatically classi-
fy tweets into 11 mental health literacy items and output
intensity scores, which essentially involves detecting
semantic information related to mental illnesses implied
in the tweets. The Macro F1 score is used as the core in-
dicator (target > 0.8, matching the consistency of manual
annotations, with a focus on measuring the classification
balance of each intensity score), supplemented by ref-
erence to Micro F1 (overall accuracy). Meanwhile, the
training time for individual items and the prediction time
for single tweets are recorded to balance performance and
practical application efficiency [4].

In terms of overall performance, among the four BERT
variants, vinai/bertweet-base achieved the best results.
However, the Macro F1 scores of all variants failed to
reach the target of 0.8, ranging from 0.33 to 0.78 overall.
Regarding different items, those with explicit semantics
(such as “Maintaining positive mental health (M5)” and
“Recognition of mental illnesses (R2)”) performed better
(with Macro F1 exceeding 0.7), while “Help-seeking at-
titude (HA1)” with implicit semantics achieved the poor-
est result (Macro F1 only 0.19). This is because tweets
related to “willingness to seek help” involved in HA1 are
expressed indirectly, making it difficult for BERT to accu-
rately capture such semantics [2].
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2.2 Detection of Mental Illnesses Based on
N-gram

N-gram is a commonly used statistical language mod-
eling tool in natural language processing, referring to a
sequence composed of n consecutive basic units (such as
words or characters) in a text. Common types include uni-
grams (n=1, a single word/character), bigrams (n=2, two
consecutive units), and trigrams (n=3, three consecutive
units). Its core principle is to extract n-gram sequences
from text through a sliding window, count the occurrence
frequency of different sequences, convert the text into
computable vector features, and thereby capture local lan-
guage patterns and collocation relationships. For example,
extracting the bigram “low mood” from tweets to asso-
ciate with depression-related expressions. In this Twit-
ter-based mental illness detection study, n-grams (such as
the combination of unigrams, bigrams, and trigrams with
1-3 words) performed prominently, achieving an AUC of
0.835 in the binary classification task on the Spanish data-
set, becoming a key feature for distinguishing between
diagnosed and non-diagnosed users. However, it also has
limitations such as data sparsity and difficulty in capturing
long-distance semantic dependencies, and often needs to
be combined with other features to improve effectiveness
[5].

In a specific study, 3-gram (a sequence of three consecu-
tive words in text) was used as the sole feature extraction
method for detecting depression in social media texts.
First, social media comments were preprocessed to re-
move irrelevant characters and perform text normaliza-
tion. Then, 3-gram sequences (such as “life is a mess” and
“mood is very low”) were extracted from the text through
a sliding window to capture local contextual associations
between words, aiming to mine implicit depression-re-
lated semantics. Subsequently, CountVectorizer was used
to convert 3-gram sequences into vector features, and
SMOTE technology was employed to balance the dataset
(expanding minority class samples such as “severe depres-
sion” to alleviate the problem of class imbalance). Finally,
using the vector features generated by 3-grams as input, a
classification model was built to complete the three-clas-
sification task of “non-depressed/mildly depressed/severe
depressed,” realizing text-based depression detection [6].
Relying on the feature extraction capability of 3-grams,
the overall average accuracy of the depression detection
model reached 56%, ranking 12th in the official competi-
tion with an F1 score of 0.401. Among them, the detection
effect for the “mildly depressed” category was relatively
good, as it could effectively identify depression-related
3-gram patterns in texts of this category. However, its
performance for the “non-depressed” category was poor,
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with low precision and recall. Moreover, since 3-grams
can only capture local word order associations, they strug-
gle to mine long-distance semantic dependencies in texts,
leaving room for optimization in recognizing depres-
sion-related semantics in complex contexts.

2.3 Text Convolutional Neural Network

Convolutional Neural Network (CNN), with its ability to
automatically extract features and process high-dimen-
sional data, has become an important tool in mental illness
detection. They can mine pathological associations from
multimodal data to assist in objective diagnosis. The core
of CNNs lies in extracting “low-dimensional details to
high-dimensional abstract features™ layer by layer through
convolutional and pooling layers, eliminating the need for
manual feature design. In applications, they can analyze
brain imaging (sMRI/fMRI) to identify hippocampal at-
rophy in schizophrenia patients and abnormal brain net-
works in depression patients; convert time-series signals
such as EEG into images to extract rhythmic abnormali-
ties for anxiety disorder detection; and also enable rapid
preliminary screening through facial micro-expressions
(such as the drooping corners of the mouth in depression
patients) [7].

In the text detection of mental illnesses (taking depres-
sion as an example), CNN realizes detection through the
process of “automatic text feature extraction - emotion
classification - depression association judgment™: first, it
processes social media texts with emotion labels (such as
Twitter tweets), constructs an embedding matrix combined
with pre-trained word vectors and inputs it into the model.
After the 1D convolutional layer extracts local features
and the global max pooling layer screens key features,
the fully connected layer outputs emotion classification
results. Then, “sadness” emotion is used as the core indi-
cator to assist in judging depression tendency. The model
achieved a training accuracy of 98% and a validation
accuracy of 91.07% on the SemEval-2018 dataset. For
the classification of “sadness” emotion, the precision was
81.7%, the recall was 72.1%, and the F1 score was 76.6%,
which can identify implicit depressive expressions. Al-
though there are a small number of missed detections
when used alone, when combined with LSTM and other
models to form an integrated model, it can improve the
detection coverage, providing technical support for early
text screening of depression, and its performance is better
than traditional machine learning models[8].

2.4 Detection of Mental Illnesses Based on Hi-
erarchical Attention Network

Hierarchical Attention Network (HAN) is a deep learning

architecture suitable for mental illness detection. Its core
lies in dynamically focusing on key information related
to diseases through two levels of attention mechanisms:
“bottom-level (word/feature level) and high-level (sen-
tence/sample level)”. This solves the problem of noise in-
terference caused by the “equalization processing” of data
in traditional models. In detection based on social media
texts, it first screens disease-related words such as “insom-
nia” and “trauma” through word-level attention, and then
focuses on texts with high disease relevance (such as posts
expressing persistent low mood) through sentence-level
attention. In the analysis of EEG signals, it can locate
EEG segments related to emotions, reducing the impact
of irrelevant fluctuations. Its advantage is that it balances
accuracy and interpretability, and weight visualization can
clarify the basis for detection (such as key words/EEG
segments). It has been validated in detection tasks such as
depression and PTSD, and is suitable for multimodal data,
providing technical support for early screening of mental
illnesses [9].

HAN uses a labeled Twitter dataset of depressed/non-de-
pressed users (finally screening 4208 users, including
users’ time-series tweets and behavioral characteristics).
The tweets are denoised (such as removing stop words
and non-ASCII characters), and words are mapped to
vectors using GloVe 100-dimensional pre-trained word
vectors to construct a three-level data structure of “user-
tweet-word”. Then, it is divided into word-level encoding
and attention, and tweet-level encoding and attention. For
word-level encoding and attention, words in a single tweet
are processed by BiGRU to capture contextual depen-
dencies (such as the context of depression-related words
like “mental illness” and “therapies”). The attention layer
calculates the importance weights of words, filtering out
meaningless function words such as “and” and “the”, and
focusing on depressive semantics. For tweet-level encod-
ing and attention, the weighted result of words in a single
tweet is used as the tweet vector. BIGRU is applied to
multiple tweets of a user to capture temporal correlations
(such as the changing trend of depressive emotions). The
tweet-level attention layer assigns weights to highlight
tweets with high depression signals such as “expressing
helplessness and suicidal thoughts”. Finally, the text fea-
tures extracted by HAN can be fused with users’ multi-di-
mensional behavioral features (such as social interaction,
emotional expression of emojis, and topic distribution)
and input into the sigmoid layer to complete the binary
classification of “depressed/non-depressed”, while output-
ting attention weights for result interpretation [10].

On the Twitter depression dataset, HAN, when used alone
for text modeling, achieves better classification results
than models such as CNN. After fusing with multi-dimen-



sional behavioral features (such as the MDHAN model),
the F1 score reaches 89%, which is 10% higher than the
traditional MDL model, accurately capturing implicit
depressive semantics. Through attention weight visual-
ization (such as heat maps), it can clarify the key classi-
fication basis. For example, in the tweets of a depressed
user, “One in four experience mental illness” gets the
highest tweet weight, and “mental” and “illness” get the
highest word weights. At the same time, it can filter out
irrelevant tweets (such as daily chats), providing traceable
decision-making basis for clinical auxiliary judgment. The
final conclusion is that when the number of a user’s tweets
reaches 200, HAN performs optimally. It can effectively
process social media data with “multiple tweet sequences
and scattered semantics”, avoid interference from irrele-
vant texts, and is suitable for large-scale community de-
pression screening scenarios [10].

3. Challenges and Solutions

Currently, existing models exhibit poor performance in
identifying bipolar disorder and mild depression (F1 <
0.5), primarily due to low annotation consistency (Kappa
values ranging from 0.73 to 0.74) and insufficient sample
sizes. These models rely heavily on explicit features in
text (such as drug names and symptom terms) but lack the
ability to learn implicit associations (e.g., psychosocial
factors), which may lead to misjudgments—for instance,
misclassifying texts related to antidepressants as indica-
tive of depression [2].

Pretraining technologies (e.g., GloVe, BERT embeddings)
combined with hierarchical models (HAN) using feature
dependency strategies perform best in small-sample, high-
ly imbalanced psychiatric screening tasks, as they balance
the recognition performance of majority and minority
classes. In contrast, BERT fine-tuning methods are more
suitable for large-scale balanced datasets. However, ex-
isting approaches still require improvements in modeling
label dependencies and identifying minority classes.

To address the challenges in identifying bipolar disorder
and mild depression, an enhanced hierarchical model in-
tegrating domain knowledge graphs can be constructed.
This model first expands high-quality samples through
refined annotation guidelines and data augmentation. It
then combines a knowledge graph of mental illnesses,
symptoms, and psychosocial factors with text features,
leveraging an improved hierarchical attention mechanism
to capture implicit associations. Additionally, contrastive
learning is introduced to strengthen label discriminability,
and interpretability tools are incorporated to assist clinical
decision-making, thereby balancing the issues of minority
class recognition and over-reliance on explicit features.
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4. Conclusion

Natural Language Processing holds broad prospects in the
field of mental illness detection. In the future, with contin-
uous technological iteration, multimodal fusion technolo-
gy will integrate diverse data such as text, speech, images,
and physiological signals to capture disease characteristics
comprehensively, significantly improving detection accu-
racy. For example, by analyzing changes in intonation and
speech rate in speech, combined with emotional expres-
sions in text, mental illnesses can be identified precisely.
Meanwhile, large language models, after being fine-tuned
with professional psychiatric knowledge, will be able to
deeply understand complex medical terminology and pa-
tients’ vague expressions, and excavate potential symptom
clues. The development of edge intelligence and privacy
computing will enable data processing on local devices,
ensuring patients’ privacy and security. In addition, NLP
can also contribute to the development of personalized
intervention plans, formulating exclusive treatment plans
based on patients’ language characteristics. It will play a
key role in early screening, accurate diagnosis, and long-
term treatment monitoring, bringing innovations to the
diagnosis and treatment of mental illnesses.
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