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Abstract:
With the rapid growth of multimodal learning, Vision-
Language Models (VLMs) have become a cutting-edge 
direction in artificial intelligence. Among them, the 
Contrastive Language–Image Pre-training (CLIP) model, 
based on large-scale contrastive learning, has demonstrated 
powerful capabilities in zero-shot transfer and cross-
modal retrieval. However, CLIP’s weakly supervised 
training paradigm shows clear shortcomings when dealing 
with compositional reasoning. Therefore, this survey 
systematically reviews and analyzes representative methods 
proposed in recent years to address CLIP’s compositional 
reasoning limitations, including Self-supervision meets 
Language-Image Pre-training (SLIP), Language augmented 
CLIP (LaCLIP), TripletCLIP, Synthetic Perturbations for 
Advancing Robust Compositional Learning (SPARCL), 
Compositionally-aware Learning in CLIP (CLIC), and 
Training-Time Negation Data Generation for Negation 
Awareness of CLIP (TNG-CLIP). We introduce the 
principles and characteristics of these methods, followed 
by a comparative analysis of their performance on 
different benchmarks and how they mitigate deficiencies. 
Through this overview of CLIP and its derivative methods, 
we hope future research will focus on integrating their 
strengths, while also developing more efficient data 
synthesis techniques and more comprehensive evaluation 
benchmarks.

Keywords: Contrastive Language–Image Pre-training, 
Contrastive learning, Vision-Language Models

1. Introduction
With the rapid advancement of artificial intelligence 
technologies, multimodal learning has now become 
one of the core areas in the field. Vision-Language 
Models (VLMs) as an important branch of multimod-

al learning, are particularly notable because they can 
process both image and text modalities simultaneous-
ly, making them more aligned with human cognition.
There are generally two categories of approaches in 
VLMs, including discriminative methods and con-
trastive learning methods. Discriminative methods 
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usually rely on supervised classification tasks, and they 
directly predict whether an image matches a given text. 
For example, the Vokenization dataset enhances text-im-
age consistency by constructing token-to-image alignment 
supervision, which is also called “voken” supervision [1].
Contrastive learning methods leverage large-scale im-
age-text datasets to learn joint embeddings of images and 
texts, and map the images and texts into a shared embed-
ding space. In the space, paired image-text samples are 
pulled closer, while mismatched pairs are pushed farther 
apart. The CLIP model is a method relying on contrastive 
learning paradigm, and it has demonstrated strong ze-
ro-shot recognition and generalization abilities [2].
However, CLIP still faces challenges in handling more 
complex and fine-grained tasks, particularly in the domain 
of compositional reasoning. Thus, enhancing CLIP’s com-
positional reasoning capability has become a hot research 
topic in recent years.
In the past few years, a variety of improvements to CLIP 
have been proposed. In 2022, Norman et al. introduced 
SLIP, which incorporates self-supervised objectives into 
CLIP to improve the encoder’s capability [3]. Then Lijie 
et al. proposed LaCLIP in 2023, which leverages large 
language models (LLMs) to rewrite positive sample texts 
into multiple semantically equivalent but lexically diverse 
versions, to improve semantic robustness and diversity 
[4]. After that in 2024, Patel et al. proposed TripletCLIP, 
which introduces “hard negatives” into training and con-
structs triplets to strengthen compositional reasoning [5]. 
In 2025, Cai et al. proposed TNG-CLIP, which dynami-
cally generates negation data during training to improve 
CLIP’s negation understanding, i.e., the ability to recog-
nize when a concept is absent or excluded [6].
This paper will review and analyze the mainstream ap-
proaches and the latest progress of CLIP and its derivative 
models. In section 2, an overview of the mainstream CLIP 
methods over the past five years is provided, along with a 
representative discriminative method for comparison. And 
section 3 introduces the datasets and evaluation bench-
marks used for assessing these methods. Section 4 sum-
marizes and compares the performance of these methods 
across different evaluation tasks. In section 5, the article 
will discuss the limitations and challenges faced by these 
methods, and proposes possible improvements and future 
directions.
Through these sections, this survey aims to illustrate the 
development trajectory of CLIP, highlighting the evolution 
of this field from foundational theories to cutting-edge 
practices, and to provide insights and suggestions for fu-
ture research directions.

2. Overview of Mainstream Methods in 
Recent Years
In recent years, vision-language methods related to com-
positional reasoning can generally be divided into two cat-
egories: discriminative methods and contrastive learning 
methods.

2.1 Discriminative Methods
Discriminative methods directly adopt a supervised clas-
sification approach, where the model predicts whether 
a given image matches a piece of text. A representative 
model of this type is Vokenization, proposed in 2020 by 
Hao Tan and Mohit Bansal [1]. This model is first trained 
on a small-scale image-text paired dataset, learning to as-
sociate textual tokens (words) with relevant images (called 
“vokens”). After training, the model maps each word in a 
pure text dataset to its most relevant image [1].
The main advantage of this method is that it can be trained 
on relatively small datasets while extending voken super-
vision to nearly unlimited textual data. However, it cannot 
directly perform zero-shot image classification.

2 . 2  C o n t r a s t i v e  L e a r n i n g  M e t h o d s ( -
CLIP-based)

2.2.1 CLIP

CLIP is a VLM based on large-scale image–text contras-
tive learning that was first trained on web-scale paired 
data. It demonstrats strong zero-shot generalization and 
lays the groundwork for subsequent contrastive approach-
es.
The model consists of two encoders: an image encoder for 
processing images and a text encoder for processing text 
[2]. During training, several image-text pairs in a batch are 
given to the model, then the model constructs a similarity 
matrix to maximize the cosine similarity of paired images 
and texts and minimize the similarity of incorrectly paired 
ones. The final training objective is to minimize the Info 
Noise Contrastive Estimation (InfoNCE) loss [2].
The InfoNCE loss is defined as: 

	 CL
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N
1 ( ( ), ( ) / )∑

i

N

=1
log
∑k X i Y k

N

exp F x F y

=1 exp F x F y
〈 〉

( ( ), ( ) / )
X i Y i

〈 〉

τ

τ
� (1)

Where X, Y are text or images, 〈 〉F x F yX i Y i( ), ( ) corre-
sponds to the dot product of the image-text pair, and τ  is 
a temperature parameter used to adjust the sharpness of 
the distribution.
CLIP’s total loss is the sum of the image-to-text loss (de-
noted by I to T) and the text-to-image loss (denoted by T 
to I):
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The advantage of CLIP is its stronger zero-shot capability 
compared to discriminative methods, meaning it can be 
applied directly to downstream tasks after training with-
out fine-tuning. Additionally, since the method uses data 
from the web, it does not require manual annotation, and 
data acquisition costs are lower. Moreover, CLIP has been 
trained on a more diverse range of data, such as ResNet50 
and ViT-B/32, which gives the model strong generaliza-
tion ability.
But CLIP still has deficiencies, including a lack of com-
positional reasoning ability and the potential to pair im-
ages with texts that are lexically similar but semantically 
dissimilar. Furthermore, because the model uses internet 
data, there is a lot of noise, which can affect the accuracy 
of model training.
Based on these characteristics, CLIP is now commonly 
used in zero-shot image classification and image-text re-
trieval fields.
2.2.2 SLIP

SLIP’s core idea is to add self-supervised learning to 
CLIP to enhance the performance of contrastive learning 
on purely visual tasks [3].
Specifically, SLIP introduces two loss functions when 
training the image encoder: a Contrastive Loss function 
and a Self-supervised Loss (SSL) function. The former is 
the same as CLIP, while the latter uses a self-supervised 
method that randomly masks a portion of the input image 
and then requires the image encoder to predict the masked 
image without relying on text [3]. The specific formula is 
as follows:
	   SLIP CLIP SSL= + λ • � (3)
Where λ  is used to control the relative weight of the two 
losses.
Through self-supervision, the model trained with this 
method can have more powerful visual capabilities and 
perform better in purely visual downstream tasks. More-
over, this method does not require additional image-text 
data, only the same data as CLIP. However, the training 
process is correspondingly more complex due to the intro-
duction of the self-supervision mechanism, requiring the 
design and adjustment of weights and training strategies, 
thus demanding more computing resources and longer 

training time.
In summary, due to SLIP’s stronger pure visual capability, 
it is often applied in fields such as image classification, 
image segmentation, and image-text retrieval, where its 
performance is superior to CLIP.
2.2.3 LaCLIP

LaCLIP, proposed by Lijie Fan, Dilip Krishnan, and oth-
ers, is a method for optimizing CLIP’s text input side. 
This method uses a large language model to rewrite each 
text in the CLIP training set, giving the text a more di-
verse vocabulary while keeping the meaning unchanged, 
making the content input to the text encoder more varied 
[4]. Therefore, LaCLIP and CLIP have exactly the same 
loss function.
This improvement method is simple and efficient, as it 
does not require changing the model architecture and can 
improve the model’s performance at a low cost. However, 
because this method uses an LLM for text rewriting, it 
may introduce inaccurate expressions, which could have a 
counterproductive effect on training.
2.2.4 TripletCLIP

TripletCLIP is the first to introduce hard negative images 
and hard negative texts into CLIP, which means intro-
ducing distractors that are similar to but not the same as 
the anchor sample, to construct “positive image-positive 
text-negative text” and “negative image-positive text-neg-
ative text” triplets to strengthen compositional semantic 
contrast.
This method first uses an LLM to rewrite the positive 
sample text, generating semantically similar but mis-
leading “negative texts”. Then, a “text-to-image” (T2I) 
diffusion model is used to convert the negative texts into 
corresponding negative images, constructing a complete 
triplet contrastive sample [5]. Finally, these samples form 
a massive dataset (TripletData) [5]. The specific contras-
tive loss function is as follows:
	   TCL NegCLIP NegCLIP= +( I T T I T T, , ' ', ', ) ( ) � (4)

Where ( , , )I T T ′  refers to “positive image + positive text 
+ negative text”, and ( , , )I T T′ ′  refers to “negative image 
+ negative text + positive text”. NegCLIP is defined as 
follows:
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	   NegCLIP Y X X Y Y= +CL NegCL
→ → ; ′ � (6)

Because TripletCLIP introduces hard negative samples, 
this method significantly improves performance when 
dealing with difficult data points. However, similar to La-

CLIP, this method also relies on an external model to gen-
erate samples, which increases the uncertainty and cost of 
training.
2.2.5 SPARCL
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SPARCL also adds hard negative samples for training. At 
the same time, SPARCL incorporates Image Feature In-
jection and Image Style Transfer mechanisms to improve 
the quality of negative samples [7].
The method first selects a word in the original text to be 
modified, then feeds the visual features of the original im-
age and the new text description together into a T2I model 
to generate a synthetic image that is similar to the original 
image but differs in only a few key elements. Afterward, 
style transfer is used to ensure the newly generated image 
maintains consistency with the original image in style and 
background [7].
Simultaneously, to ensure the accuracy of text alignment, 
SPARCL introduces a new loss function to filter out po-
tentially incorrect samples. The function is as follows [7]:

	 align kl kl= −∑
k l,

A logA � (7)

Let the image be divided into region features{ vk }, and 

text token features be { tl }, then Akl  function is as fol-
lows:

	 Akl = ∑
exp v t

l k l′ ′exp v t
( , )〈 〉

( , )〈 〉
k l � (8)

Finally, the total loss is:
	   SPARCL CLIP align= + � (9)
Because SPARCL can synthesize higher-quality hard neg-
ative samples that focus more on local details, this method 
has a stronger understanding of local objects and relation-
ships. However, the training is more complex. Therefore, 
SPARCL is applied in fields such as image-text localiza-
tion and fine-grained retrieval.
2.2.6 CLIC

CLIC is an efficient fine-tuning method for CLIP that does 
not rely on external data generation (such as LLM), but it 
uses a new training method to improve the model’s under-
standing of “semantics”.
Specifically, CLIC first combines multiple image-text 
pairs within a training batch to form a composite sample 
[8]. For example, combining image I1 (corresponding to 
text T1 “a red car”) with I2 (corresponding to text T2 “a 
blue car”).
Then, CLIC introduces a modified loss function as fol-
lows:
	   CLIC CLIP consistency= +α � (10)

Where consistency  uses InfoNCE [8]. However, in CLIC, 
the calculation of the contrastive loss function is per-
formed within a batch containing multiple image-text 
pairs, and it must ensure that when texts T1 and T2 both 
contain the same element “car”, the similarity of image I1 

to T1 is much higher than that of I1 to T2.
Through this method, CLIC increases the stability of 
contrastive learning, effectively reducing potential false 
matches in CLIP and improving performance in the pres-
ence of noisy data.
2.2.7 TNG-CLIP

TNG-CLIP is a method focused on solving CLIP’s insuf-
ficient negation ability, for example, when text contains 
words like “no” or “not”, CLIP may not accurately under-
stand the meaning.
The specific operation of TNG-CLIP is to find the most 
similar image-text pair in each training batch and use it 
as the source for the negated object. The model then uses 
an LLM to generate two types of negative descriptions: 
“Compositional Negation” and “Full Negation”. The 
former preserves the original description’s main subject 
while excluding other objects, while the latter negates the 
entire sentence. Finally, for the i-th image Ti in a batch, it 
will be associated with three texts: the original description 
Toi, the compositional negation Tcni and the full negation 
Tfnj from other samples (j≠i) (used to represent the full 
negation of a text unrelated to the image) [6].
Finally, TNG-CLIP aligns the three texts for one image 
to that image, resulting in T I

TNG
2  as the text-to-image loss 

function [6], specifically:
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In the image-to-text function, to improve stability, TNG-
CLIP additionally assigns a random text index yi  as ran-
dom noise for each image [6]. The specific function is as 
follows:
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The final objective function is:

	   TNG T I I T= +
1
2

( )tng tng
2 2 � (13)

Through the above steps, TNG-CLIP can effectively ad-
dress CLIP’s negation judgment ability, and its stability 
is also stronger due to the introduction of random noise. 
However, this improvement is highly targeted, mainly en-
hancing only CLIP’s negation ability.

3. Commonly Used Datasets and Eval-
uation Standards

3.1 Training Datasets
Training datasets include CC3M, CC12M, and LAION-

4



Dean&Francis
ISSN 2959-6157

400M. These datasets serve as current mainstream large-
scale, weakly supervised datasets [9], and most contras-
tive learning methods, including CLIP, SLIP, LaCLIP, 
CLIC, and TNG-CLIP, have used them. The data in these 
datasets mainly comes from the internet, making them 
diverse and massive, but they also contain more noise and 
inaccuracies. LaCLIP and CLIC used RedCaps as their 
training set, which is composed of human-written captions 
based on images, so the data is cleaner and semantically 
richer with more diverse text [10]. In addition, Triplet-
CLIP cited its own generated TripletData as a supplement, 
while SPARCL used synthetic data generated on top of the 
original data.

3.2 Test Datasets
Winoground is a dataset used to evaluate compositional 
reasoning, which generates two highly similar sentenc-
es, for example, by changing a single word to test if the 
model can recognize the difference [11]. SugarCrepe and 
its updated version, SugarCrepe++, contain high-contrast, 
fine-grained negative pairs, where the text and image are 
lexically very similar but slightly different semantically 
[12]. In addition, there are test sets such as MSCOCO [13] 
and Flickr30k [14], which are used to evaluate image-text 
retrieval standards, with high-quality, manually annotated 
data. ImageNet is a test set designed for visual research, 
with a huge variety of data types, which can be used to 
evaluate the model’s zero-shot classification performance 

[15].

3.3 Evaluation Standards
Based on the test sets in Section 3.2, different CLIP vari-
ants have different evaluation metrics, including zero-shot 
classification ability, used to measure the model’s ability 
to classify based on natural language descriptions without 
having seen any images of a specific category.
Secondly, there is compositional reasoning accuracy (using 
SugarCrepe or Winoground), which is used to measure the 
model’s ability for fine-grained semantic understanding.
There is also image-text retrieval performance (R@5 on 
MSCOCO, Flickr30k) to measure the model’s perfor-
mance in image-text retrieval tasks, i.e., given a text de-
scription, the probability that the model’s top five returned 
images contain the correctly matched one.
Finally, there is the unique negation understanding perfor-
mance (NEG-TTOI) of TNG-CLIP, which is specifically 
used to measure the model’s understanding of negative 
concepts.

4. Performance of Different CLIP Vari-
ants
To intuitively compare the performance of each method 
under different evaluation standards, this section summa-
rizes the test results of various methods in table 1, using 
the original CLIP as the baseline model.

Table 1. Comparisons of methods under evaluation standards (with CLIP as the baseline)

Methods SugarCrepe / Winoground R@5 Zero-Shot Top-1 NEG-TTOI
CLIP Baseline Baseline Baseline Baseline
SLIP +4.8~5.6%
LaCLIP +2–3% +2.4%
TripletCLIP +9% +8–12% +5–9%
SPARCL +2.5%
CLIC +9~10% +2-8%
TNG-CLIP +7.2% +13%

SLIP improves the zero-shot classification accuracy by 
incorporating self-supervised learning into its training, 
resulting in a performance increase of 4.8% to 5.6% com-
pared to CLIP [3]. Meanwhile, LaCLIP leverages LLMs 
to rewrite texts, increasing the diversity of the input texts. 
This leads to the improvements in both image-text retriev-
al and zero-shot classification, with gains of 2-3% and 
2.4% respectively [4].
TripletCLIP and CLIC have also made significant prog-
ress in compositional reasoning. TripletCLIP enhances 
semantic contrast by introducing “hard negative samples”, 

which leads to a 9% improvement on the SugarCrepe 
benchmark compared to CLIP [5]. And CLIC improves 
compositional reasoning performance through an efficient 
fine-tuning method without relying on external data gen-
eration, achieving a 9-10% improvement over CLIP [8].
TNG-CLIP shows a significant improvement in negation 
comprehension performance compared to CLIP, with a 
13% performance gain on the NEG-TTOI benchmark [6].

5. Problems with Mainstream Methods 
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and Data Evaluation, and Future Im-
provement Directions

5.1 Quality of Synthetic Samples Relies on Gen-
erator
First is LaCLIP, which uses an LLM for text rewriting. 
This can introduce biases or even irrelevant concepts into 
the input data, negatively affecting training. Additionally, 
TripletCLIP and SPARCL both use synthetic samples, so 
their data also has fidelity issues.
Therefore, for future improvements, a method for LaCLIP 
could be to filter the generated samples, for example, by 
using templates and rules to enhance the precision and 
reliability of the synthetic samples. For synthetic data in 
general, future work can focus on developing more effi-
cient synthesis methods to improve data quality.

5.2 Some Methods are too Narrowly Focused
This issue pertains to SLIP and TNG-CLIP. The improve-
ments in SLIP are mainly seen in pure vision tasks, and 
it does not directly solve the compositional reasoning 
problem in vision-language alignment. TNG-CLIP, on the 
other hand, only focuses on “negation understanding”, 
and its training method may not have good generalization 
capabilities.
Therefore, future improvements for both could be direct-
ed toward more in-depth training methods. For instance, 
SLIP could incorporate an understanding of object loca-
tion, size, and relative relationships into its self-supervi-
sion to indirectly help with multimodal alignment. TNG-
CLIP could also introduce samples with differences in 
object spatial relationships or properties (e.g., color, size) 
to broaden the model’s scope for handling vision-language 
problems.

6. Conclusion
This paper systematically outlines the development his-
tory of CLIP and its derivative methods by explaining 
the principles and characteristics of various contrastive 
learning approaches, and by uniformly comparing and 
analyzing the performance and pros and cons of different 
models.
Among these methods, although CLIP has certain flaws, 
it provides a research foundation for subsequent methods. 
SLIP introduces self-supervised learning on top of CLIP 
to enhance visual understanding; LaCLIP uses large lan-
guage models to rewrite samples to improve the model’s 
robustness to text variations; TripletCLIP and SPARCL 
introduce “hard negative samples” to improve the model’s 

accuracy on challenging samples by providing difficult 
examples; CLIC uses fine-tuning to boost compositional 
reasoning ability; and TNG-CLIP focuses on solving the 
model’s understanding of negation.
Since the launch of CLIP in 2021, contrastive learning 
methods have continuously pursued the exploration of 
the breadth of training datasets, the depth of training, and 
specific directions. In future developments, CLIP and its 
derivative methods will continue to innovate and lead the 
development of the multimodal field.
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